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An Efficient Transient Electro-Thermal Simulation
Framework for Power Integrated Circuits

Qinggao Mei†, Wim Schoenmaker‡, Shih-Hung Weng+, Hao Zhuang+, Chung-Kuan Cheng+ and Quan Chen†∗

Abstract—This paper presents a new transient electro-thermal
(ET) simulation method for fast 3D chip-level analysis of power
electronics with field solver accuracy. The metallization stack
and substrate are meshed and solved with 3D field solver using
nonlinear temperature-dependent electrical and thermal param-
eters, and the active transistors are modeled with table models to
avoid time-consuming TCAD simulation. Two contributions are
made to enhance the physical relevance and the computational
performance: 1) The capacitive effects, including interconnect
parasitic capacitance and gate capacitance of power devices with
nonlinear dependence on bias and temperature, are explicitly
accounted for; 2) A specialized nonlinear exponential integrator
(EI) method is developed to address the considerably different
time scales between electrical and thermal sectors. The EI-based
transient solver allows the electrical system to step with much
larger time steps than in conventional methods, thus the time step
gap between the electrical and the thermal simulation is largely
reduced.

I. INTRODUCTION

Bipolar-CMOS-DMOS (BCD) integration is a key tech-
nology for power integrated circuits (ICs), offering many
advantages by integrating three distinct types of devices on a
single die. New challenges, however, have also been triggered
to the thermal managements in the BCD technology due to
the closer proximity of high-power DMOS transistors to other
temperature-sensitive components and the more complicated
geometry and material configurations. Accurate prediction in
temperature profile is needed to guide heat removal design
and avoid potential reliability issues such as electromigration
and negative bias temperature instability (NBTI). To this end,
the strong coupling between electrical and thermal dynamics,
e.g., the nonlinear temperature dependencies of electrical pa-
rameters and device characteristics [14], must be appropriately
accounted for. Therefore, an accurate transient electro-thermal
(ET) co-simulation is highly desired to detect and avoid
thermal failures in the early stage of BCD designs.
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In BCD technology, there is an increasing quest to model
metal layers with high spatial resolution to predict accurate
voltage drop, since the resistance of the metal layer is increased
due to the ever-decreasing wire width. To this end, [15]
develops a new transient ET simulation approach in which
field-based solution is also applied to the on-chip metallization,
and coupled tightly with a whole-domain thermal field solver.
The electrical and thermal behaviors of DMOS transistors are
modeled by nonlinear table models to avoid detailed time-
consuming TCAD simulation. Being one step closer to the
“ideal” full-physics simulation, the ET solver presented in [15]
can determine the voltage drop in the metal structures and the
device temperatures with high accuracy and without limiting
the applicability to special cases.

However, one simplification made in [15] and other works
such as [8] is that the device responses are assumed instan-
taneous. It is valid under small gate capacitance of devices
and low driving frequency, and leads to convenient numerical
treatment as no temporal differential equation needs to be
solved in the electrical sector. The whole transient simulation
can then be carried on solely in the thermal time scale.
Nevertheless, the electrical time scale becomes relevant when
the devices contain a large summed gate capacitance, e.g.,
with many fingers, and operate at relatively high switching
frequencies. The capacitive effects of DMOS then need to be
taken into account for accurate prediction of the voltage drop.

The inclusion of capacitive effects induces a challenge:
the combined ET system contains considerably different time
scales from electrical dynamics (ns to µs) and thermal dynam-
ics (µs to ms). In other words the system is stiff. Simulating
the electrical system using the step size dictated by the fastest
transients may require thousands of steps in one thermal step
and result in unnecessarily long simulation time. A common
strategy to cope with this multi-scale property is to let the elec-
trical and thermal solvers run at their own paces and exchange
information at the end of the larger (thermal) step [7], see
Fig. 2. However, the smallest time constants in the electrical
simulation are typically induced by small parasitics in on-chip
metallization, which may require unnecessarily small step size
when conventional linear multi-step methods (LMMs) of low
orders are employed.

In this paper, we aim to develop a numerically scalable ET
coupled simulator without assuming instantaneous electrical
response. By relaxing the instantaneity assumption, the ca-
pacitive effect (and inductive effect if needed) can be readily
incorporated in the simulation for better accuracy in high-
frequency modeling. Yet the cost to pay is the necessity to
integrate a multi-scale system. We propose to mitigate this
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difficulty using a specially designed time integration method
based on the nonlinear exponential integrator (EI). The idea
is to let the step size of the electrical system determined by
the slow-varying variables, which are typically related to the
switching of the power devices, instead of by the fast variables
relating to the parasitics of metallic interconnects. Further
acceleration techniques, such as adaptive time stepping, are
developed to expedite the EI-based transient solver.

II. DYNAMIC ELECTRO-THERMAL SIMULATION
STRATEGY

Fig. 1. Multi-domain ET modeling (the substrate are included in the thermal
solver but not in the electrical solver)

The transient ET co-simulator developed in this work is
based on the multi-domain modeling strategy illustrated in
Fig. 1 [9], [15]. If capacitive and inductive effects are ne-
glected, the electrical system is characterized by the current
continuity equation

∇ · (Jc + Jd) = 0, (1)

where Jc is the conduction currents of the on-chip metallic
structures consisting of interconnects, vias and contacts, and
Jd is the drain-source currents of power devices

Jc = −σ (T )∇V, conductors
Jd = f (Vgs, Vds, Tds) , power devices

(2)

In (2), Jc in the on-chip metallization is obtained by solving
the electrical potential V (primary electrical variable) with a
field solver using temperature-dependent conductivity σ (T ).
Jd, on the other hand, is looked up from a temperature-
aware table model to avoid expensive TCAD simulation. Vgs,
Vds, and Tds denote the gate-source voltage, the drain-source
voltage and the device temperature averaged at the source and
drain terminals, respectively. To link the table models to the
field solvers, the channel layers of the MOS devices, which
are geometrically negligible compared to the size of die, are
effectively “removed” from the 3D mesh of the substrate.
Relevant terminal voltages, e.g., Vgs and Vds, are measured
at proper metal ends and passed to the table model, which

in turn generates currents as external current sources at the
corresponding terminals in the field solving process.

To model the thermal dynamics, the heat conduction equa-
tion is solved on the entire domain with a thermal field solver

CT
∂T

∂t
−∇ · (κ(T )∇T )−Q = 0, (3)

where T is the temperature (primary thermal variable), κ(T )
the temperature-dependent thermal conductivity, CT the vol-
umetric heat capacity and Q the heat sources or sinks. The
Q term in (3) has several contributors: 1) the Joule self-
heating of the metal structures; 2) the self-heating of the active
devices and 3) heat injected or extracted at the boundary of the
simulation domain. Similar to [15], the first two contributions
are calculated by

Q =

{
E · J = σ(T )|∇V |2, conductors
Jds · Vds, power devices (4)

from the information provided by the electrical solver. The
third one is modeled by thermal contacts placed on the domain
boundary enforcing fixed temperatures or fixed heat flux.

The temperature-dependent models of the electrical and the
thermal conductivities are given by the exponential models

σ(T ) = σ0

(
T

T0

)ασ
, (5)

κ(T ) = κ0

(
T

T0

)ακ
, (6)

where the exponents ασ and ακ are material-dependent
parameters. Other material parameters are assumed to be
temperature-independent.

The electrical equation (1) and the thermal equation (3) are
coupled in the traditional loose coupling manner to model the
electro-thermal interactions: in each thermal time step, tem-
perature is assumed to be constant to determine the electrical
parameters and the transient electrical response is solved in
multiple steps. At the end of the thermal step, the power
dissipation of all electrical steps are summed and passed to
the thermal solver, which restarts the same thermal step with
the updated heat source and temperature-dependent thermal
conductivities to provide a new temperature. The two solvers
iterate until self-consistency is achieved. The flow is illustrated
in Fig. 2. In this work we focus on weak to medium ET
coupling for which such Picard-like iteration will converge
reasonably fast. For strong ET interactions, tightly-coupled
schemes based on Newton iteration may be needed.

As shown in Fig. 2, in one thermal step there are usually
many electrical steps, each generating its own Q term accord-
ing to (4). The average heat generation QT during the thermal
step is then obtained by the trapezoidal integration of the Q
terms, i.e.,

QT =
1

2hT

nE∑
i=1

hi (Qi +Qi+1), (7)

where hi is the size of the ith electrical step and hT is the
thermal step size.
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Fig. 2. Electro-Thermal simulator coupling for one (thermal) step.

III. MODELING OF CAPACITANCE

One assumption we made in [15] is that all capacitive effects
are neglected, resulting in equation (1) that is an algebraic
Laplacian equation with its solution solely determined by
the instantaneous boundary condition. In other words, the
electrical step size can be arbitrary and even equal to the
thermal step size (corresponding to k = 1 in Fig. 2). This
numerically convenient assumption is valid for low-frequency
application, but will affect the modeling accuracy for scenarios
with nontrivial capacitive effects, such as devices with a
large number of transistor fingers and in microwave applica-
tions [16]. Therefore, one contribution of this work is to model
these capacitive effects explicitly so that the electrical system
no longer responds instantaneously to the applied voltages in
the field solving.

To account for the parasitic capacitances of the back-end
structures, the displacement current is added to the current
continuity equation (1), leading to

−∇
(
ε∇∂V

∂t

)
+∇ · J = 0 (8)

For modeling the gate capacitance of DMOS, each polysil-
icon finger is divided up into equal sections, and for each
section one gate-source capacitance Cgs and one gate-drain
capacitance Cgd are attached, which are modeled as external
capacitors in the field solving process of the back-end struc-
tures. To account for the charging and discharging currents
of the capacitors, extra terms are added to (1) when solved
at relevant nodes. For instance, the equation at a gate node
becomes

−∇
(
ε∇∂V

∂t

)
+∇·J+Cgs

∂(Vg − Vs)
∂t

+Cgd
∂(Vg − Vd)

∂t
= 0,

(9)
where capacitive current paths are introduced between the gate
and the source (drain) terminals. Note that the gate capacitance
is generally dominant over the parasitic capacitance of metal
wires.

The values of the devices capacitors are determined by the
compact model of DMOS [6], which is a nonlinear function
of the applied biases and the temperature as shown in (10).
CGS1−GS6 and CGD1−GD4 are the model coefficients for Cgs
and Cgd, respectively. These coefficients can be fitted for target

devices using the procedures in [6]. The introduction of the
nonlinear capacitance term requires special treatments in the
EI method, which will be detailed in the later sections.

IV. FAST ELECTRICAL SOLVER BASED ON EI
There are three typical time scales involved in the filed-

solver based ET simulation: the time scale attributed to in-
terconnect parasitics, the time scale related to power device
switching and that on which temperatures vary. The intercon-
nect time scale is the shortest one, ranging from ps to ns,
the thermal time scale is the largest one on the order of µs
to ms, and the power device switching one (ns to µs) is
somewhere in-between. Solving the electrical system by LMM
usually requires step sizes small enough to resolve the fast
interconnect transients that are several orders faster than the
thermal dynamics and thus a great number of electrical steps
are to be nested in one thermal step (a large k in Fig. 2).

Nevertheless, an accurate capture of the fine-scale details of
electrical waveform may not be truly necessary for temperature
prediction. The extremely short duration of parasitic transients
limits the amount of heat generation. Consequently, the power
dissipation originates mainly from power devices operating
with high currents and voltages, and to a lesser degree from
on chip metallization. The pace of heat generation in power
devices depends on the switching frequency and is usually
slower than in interconnects due to the relatively large device
capacitance. In other words, the temperature variation may
still be predicted to a reasonable extent, provided that the
relatively slow-varying heat generation from power devices is
properly captured even on a coarser time scale. The accurate
characterization of on-chip metallization is more for providing
correct voltage drops to determine the operation status of
power devices, than in computing the Joule heating of the
metal structure itself [15].

Relaxing time step size is a challenge to traditional low-
order LMM methods in the electrical solution. The minimal
step size is dictated by the smallest time constant incurred
generally by the small parasitics in metal wires. Simply
increasing step size to bypass the fast transients is risky and
may lead to large linear truncation error (LTE) and eventually
erroneous simulation. Hence, it is desired to develop high-
order transient simulation techniques that can skip the fast yet
less important transient variations in metallization in a safe
manner, and allow the electrical system to be simulated at the
same pace as the power devices operate. To this end, we extend
the EI method to the electrical solver in the proposed transient
ET simulation framework. On the other hand, the time scales
in the thermal sector do not differ significantly because of the
similar thermal capacitance of different materials, therefore we
still apply LMM as the thermal solver.

The basic idea of EI is that the solution of an ODE ẋ = Ax
at time point tn+1 can be linked analytically to its solution at
tn by

xn+1 = eAhxn (11)

where h is the time step size. This expression is exact in the
sense that one can step with arbitrary h if the matrix expo-
nential term is evaluated accurately enough. The difficulty of
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Cgs = (CGS1 + CGS2 [1 + tanh (CGS6 (Vgs + CGS3))] + CGS4 [1− tanh (CGS5Vgs)]) (1 + CGS6 (T − T0))

Cgd =

[
CGD1 +

CGD2

1 + CGD3(Vgd − CGD4)
2

]
(1 + CGD0 (T − T0))

(10)

using (11) directly lies in that computing matrix exponentials
(or the products with vectors) has long been more expensive
than solving linear systems. As a consequence, traditional
LMMs seek to approximate (11) with a function involving
matrix inverse only [4], which induces LTE inevitably. The
situation was changed by the emergence of new numerical
methods such as the Krylov subspace methods, which make
the computation of matrix exponential-vector product feasible
for large sparse matrices [11]

The EI is attractive because it integrates the linear ODE
system exactly and thus may permit larger time steps to
narrow down the gap between the electrical and thermal step
sizes. Since the troublemaker, the small interconnect parasitic
capacitance, is linear by nature, its limitation on the step
size can be removed in the first place by using EI [4]. The
error of EI for linear systems only arises from the numerical
computation of the matrix exponential (more precisely the
product of matrix exponential with a vector), and the order
of accuracy can be made fairly high to safely bypass the
fast transients induced by the back-end linear structures [17].
The step size is instead limited by the approximation of the
nonlinear terms, which relate to the power devices operating
at a slower pace.

A nonlinear EI-based transient solver, a.k.a. the matrix
exponential method, has been developed in [17] for circuit
simulation. The nonlinear subsystem is decoupled from the
linear one by an integration factor technique, leading to
convenient separation between the matrix exponential term
and the nonlinear function [12]. That scheme, however, is not
readily applicable to the ET simulation of interest in this work
for several reasons. The circuit simulation concerns mainly
digital and analog circuits with signal MOSFETs operating
comparably fast with interconnects, and the short-duration
transients are of practical interest and should be observed with
small time steps. In such context the error of the decoupled
approximation of the nonlinear term remains reasonable. Yet
the situation is different in the ET simulation. Since the power
devices are much slower than the interconnect response and we
would like to use large steps to bypass fine-scale details that are
not needed for thermal calculation, large error will be induced
if the decoupled approximation is used, as will be analyzed
in the next subsection. To truly push the step size to the limit
of the electrical sector in ET analysis, different treatments to
the nonlinear terms are needed and will be detailed in the
following subsections.

A. Formulation of Nonlinear EI

The electrical equation (9), after the finite volume dis-
cretization [3], can be cast into a general differential-algebraic

equation (DAE)

C(x)
dx

dt
= −Gx− I(x)− b, (12)

where C(x) collects both the interconnect and device capac-
itance terms and is nonlinear due to the device capacitance
model, G collects the interconnect conductance (a constant
matrix in one thermal step as the metal conductivities depend
on temperature only) and x is the nodal potentials to be solved.
The nonlinear function I(x) stores the nonlinear currents Ids
of power devices evaluated from the table models. The vector
b represents the voltage and/or current sources which are
assumed piece-wise linear in each step. Generally, C(x) is
singular because the Gauss law does not contain time differ-
entiation term. The singularity however can be conveniently
removed by an explicit differentiation of the Gauss law [3].

The nonlinearity present in C(x) prevents the direct appli-
cation of EI, which is essentially a linear time integrator. To
address this, we decompose C(x) as

C(x) = C + ∆C (x) (13)

where the constant matrix C = C (x0) collects all the
(linear) interconnect parasitic capacitance as well as the device
capacitance evaluated at the DC bias x0. The nonlinear ∆C (x)
describes only the dependence of the device capacitance on the
state variable x. Such decomposition allows us to rewrite (12)
into

Cẋ = −Gx− [I(x) + ∆C(x)ẋ]− b
= −Gx− F (x, ẋ)− b (14)

Defining A = −C−1G, we can transform the DAE (12) to
an ODE

dx

dt
= Ax− C−1F (x, ẋ)− C−1b, (15)

The exact solution of (15) is expressed by the following
formula with matrix exponential

xn+1 = eAhxn+∫ h

0

eA(h−τ) [−C−1F (tn + τ)− C−1b(tn + τ)
]
dτ.

(16)

One key step of nonlinear EI is to approximate the integral
involving the nonlinear function F (τ). Implicit approximation
of F (τ) together with the Newton’s method is difficult, as it
involves the multiplication of a matrix exponential eA with the
Jacobian matrix of F (τ) that varies in each Newton iteration.
In [4], a more efficient nonlinear EI was developed which
decouples the EI and the nonlinear function using integration
factor. However, the decoupled formulation suites better for
the case when F (τ) itself is stiff and of a comparable scale
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with the interconnect parasitics [12], whereas not suitable for
the ET problems where the F function is generally not stiff
because of the comparably large terminal capacitance among
power devices.

In this work we choose the second-order Runge-Kutta (RK)
approximation of F [5], to solve (16). Solution of the (n+1)th
step is obtained by

an = eAhxn + hψ1 (Ah)w1

xn+1 = an + h2ψ2 (Ah)w2, (17)

where the ψ-functions of different orders are defined as

ψ1 (x) =
ex − 1

x
, ψ2 (x) =

ex − x− 1

x2
,

and w1 and w2 are

w1 = −C−1 (Fn + bn) , w2 = −C−1F (an)− Fn
h

. (18)

Here an is an intermediate solution of potential obtained from
a forward Euler step from the nth step. In our problem we use
mostly voltage excitation, so for convenience we differentiate
the piece-wise linear inputs. Therefore bn becomes constant
within a step and a diagonal 1 is introduced to C for each
input node. For F (x, ẋ) we evaluate it as

F (x, ẋ)n+1 = F

(
xn+1,

xn+1 − xn
hn+1

)
, (19)

and consequently

Fn = F (xn) = F (xn, 0) , F (an) = F

(
an,

an − xn
hn+1

)
Note that in (19) we introduce the first order finite difference
approximation for the derivative of x. It is justified as the
voltage dependence of device capacitance is mild and, more
importantly, the ∆C(x)ẋ term has only nonzeros at the termi-
nals of power devices, where the potentials vary smoothly due
to the relatively large capacitance attached to these terminals.
The residual due to the RK approximation of the nonlinear
term is

resNL ∼ −
h3

12
‖F̈‖. (20)

It is noteworthy to compare (20) against the residual estimate
of the decoupled scheme [17]

resNL ∼ −
h3

12
‖
(
A2F +AḞ + F̈

)
‖. (21)

For stiff problems, ‖A‖ tends to be large, the first term in the
residual of the decoupled scheme will become dominant and
prevents the use of large step size. In fact the EI in (17) is based
on a polynomial approximation of F (τ), whereas the decou-
pled scheme is obtained from approximating e−AτF (τ) [12].
Since −A has positive eigenvalues, e−AτF (τ) requires a very
high order of polynomial to maintain approximation accuracy
when the norm of A is large, even when F (τ) itself is a smooth
function. Consequently, the nonlinear EI formulation (17) is
more suitable in this scenario.

The summation of the ψ-functions in (17) can be calcu-
lated by evaluating the exponential of a slightly augmented
matrix [2].[

an
∗

]
= exp

(
Ãah

)
x̃n = exp

([
A Wa

0 J2

]
h

)[
xn
e2

]
[
xn+1

∗

]
= exp

(
Ãh
)
x̃n = exp

([
A W
0 J2

]
h

)[
xn
e2

],
(22)

where
Wa = [ 0 w1 ] , W = [ w2 w1 ] , (23)

and

J2 =

[
0 1
0 0

]
, e2 =

[
0
1

]
.

B. Computation of eAhv via rational Krylov subspace method
In (22), the core computation in EI is the product of

matrix exponential times a vector eAv. Among many numerical
approaches to evaluate this term [10], Krylov subspace-based
approximation is one of the few considered as scalable to
million-scale problems [3], [17]. Nevertheless, our target step
size is rather aggressive compared to those have been reported
in [3], [18], and EI based on the ordinary Krylov subspace
is known to be not competitive in this scenario as it does
not approximate large-magnitude eigenvalues (corresponding
to the slow transients) accurately enough [4]. Therefore, in
this work we choose EI based on the shift-and-invert (SAI)
Krylov subspace which provides a better approximation to the
slow manifold of the waveform to allow larger step sizes [19],
[20].

The main step of the SAI Krylov subspace approximation
is an m-step Arnoldi process applied to (I − γA)−1

(I − γA)−1Vm = VmHm +H(m+ 1,m)vm+1e
T
m, . (24)

Vm is an orthonormal basis of the m-dimensional Krylov
subspace Km

(
(I − γA)−1, v

)
with γ being a shift parameter,

and vm+1 is an additional basis vector to make [Vm, vm+1]
an orthonormal basis of Km+1

(
(I − γA)−1, v

)
. H is an

(m + 1) × m upper Hessenberg coefficient matrix resulting
from the modified Gram-Schmidt process, in which Hm is the
leading m×m submatrix and H(m+ 1,m) is the element at
the lower-right corner. ei, i = 1, 2, ..,m is the ith column of
an m ×m identity matrix and the superscript T denotes the
transpose. Then the EI-vector product is approximated as its
orthogonal projection onto the SAI Krylov subspace

eAhv ≈ VmV Tm eAhv = βVme
H̃mh/γe1, (25)

with
H̃m =

(
I −H−1

m

)
, β = ‖v‖2

We measure the approximation quality of (25) using the
posteriori residual estimate developed in [21] without requiring
C−1

resKry =
β

γ
H(m+ 1,m)‖(C + γG)vm+1e

T
mH

−1
m eH̃mh/γe1‖.

(26)
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in which C+γG = C(I−γA). Note that the major advantage
of the SAI Krylov subspace over the ordinary one is the smaller
subspace dimension required to integrate stiff systems with
large step sizes [20]. In our experiments m is generally below
40 and thus storing the basis vectors is not memory demanding.
This also facilitates the design of adaptive stepping as will be
discussed later.

Since Wa and W are different and they change every step,
in principle one needs to factorize two matrices, I − γÃa and
I − γÃ, in each time step to generate two Krylov subspaces
for approximating (22). However, the leading parts of these
matrices are the same A, and one can take advantage of this
fact to reduce the number of matrix factorizations to one [19].
For instance, rewrite(
I − γÃa

)−1

v =

[
(C + γG) −γWa

0 I2 − γJ2

]−1 [
C 0
0 I2

]
v.

(27)
Let LU = (C + γG) be the LU factorization of (C + γG),
then the LU factors of

(
I − γÃa

)
can be obtained by aug-

menting L and U as

L̃ =

[
L 0
0 I2

]
, Ũ =

[
U −L−1 (γWa)
0 I2 − γJ2

]
, (28)

where the additional cost is only the forward substitutions
L−1 (γWa). The LU updates for Ã follow similarly. Con-
sequently, only one LU factorization is needed at the very
beginning of each thermal step, within which C and G are
constant, and the LU factors can be stored and reused to solve
all the linear systems involved economically.

C. Adaptive Nonlinear EI

Although constant step size is convenient for implementa-
tion, adaptive time stepping generally offers better accuracy
and performance during transient simulation. Adaptivity is par-
ticularly desirable in ET co-simulation since the conductivities,
and thus the electrical time constants, may vary substantially
with the temperature, rendering an a priori step size selection
more difficult and less efficient. Like the ordinary version,
the SAI Krylov subspace also processes the scaling invariant
property that allows convenient re-computation of the solution
without generating a new subspace. When the step size is
changed from h1 to h2, the new solution can be updated via

eAh2v ≈ βVmeH̃mh2/γe1, (29)

where Vm and Hm in (24) are re-used, and only a small
matrix exponential needs to be re-evaluated. This is a marked
advantage. LMM methods require a new matrix factorization
whenever the step size is changed, and as such tend to leverage
adaptivity in a “passive” fashion, i.e., current step size can only
be reduced to meet accuracy requirement, and increase of step
size is possible only in the next step [3]. In contrast, EI-based
methods are more “proactive” in utilizing adaptive stepping.
Because of the ease in re-computing solution for new step
sizes, the size of current step can be adjusted multiple times

to best utilize error margin and minimize the number of total
time steps.

However, the development of adaptive scheme is more
complicated with the nonlinear EI formulation (22) and (23).
Due to the dependence of W (more exactly w2) on the
nonlinear function F (an), xn+1 cannot be re-evaluated by
simple scaling as Ã becomes different when an is updated
with a different step size. Consequently, a new Arnoldi process
needs to be performed with respect to the modified Ã, incurring
possibly nontrivial overhead. In the following, we develop a
more efficient adaptive scheme than directly computing xn+1

as in (22).
For clarity, we rewrite (22) for step size h1 as

ã(1)n = exp
(
Ãah1

)
x̃n, x̃

(1)
n+1 = exp

(
Ã(1)h1

)
x̃n. (30)

Using the Krylov subspace approximation (25), we compute
(30) by

ã(1)n ≈ βV (a)
m eH̃

(a)
m h1/γe1 (31a)

x̃
(1)
n+1 ≈ βV (1)

m eH̃
(1)
m h1/γe1. (31b)

When the step size is changed from h1 to h2, the new ãn can
still be updated by re-scaling (31a) since Ãa and x̃n are fixed

ã(2)n ≈ βV (a)
m eH̃

(a)
m h2/γe1. (32)

To compute x
(2)
n+1, in principle one needs a new Arnoldi

process, operating on Ã2h2 and x̃n, to generate V
(2)
m , H

(2)
m ,

then approximates,

x̃
(2)
n+1 ≈ βV (2)

m eH̃
(2)
m h2/γe1. (33)

Yet a closer observation reveals that the second vector in W (1)

and W (2), i.e., w1, is independent of the step size, and only the
first vector w2 is different. Therefore, x(2)n+1 can be computed
alternatively by the following identity

x̃
(2)
n+1 = exp

(
Ã(1)h2

)
x̃n + exp

(
Ã(3)h2

)
z̃2, (34)

where

Ã(3) =

[
A W (2) −W (1)

0 J2

]
, z̃2 =

[
0
e2

]
.

The first term in (34) can be approximated by re-scaling
(31b)

exp
(
Ã(1)h2

)
x̃n ≈ βV (1)

m eH̃
(1)
m h2/γe1.

The Krylov approximation of the second term in (34) requires
an Arnoldi process with Ã(3)h2 and z̃2. The advantage of this
updating scheme lies in that z̃2 is generally of small norm
and thus the Arnoldi process needs fewer iterations to achieve
convergence than using Ã2h2 and x̃n directly.

To simplify the design of adaptive stepping, we adjust
the step size only according to the nonlinear approximation
residual (20). Given a prescribed absolute tolerance tola and
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a relative tolerance tolr, the maximum step size is determined
by

hmax = min

((
tolNL

resNL

)1/3
)
, (35)

with

tolNL = tola + tolr max (|xn+1| , |xn|) .

The small subspace dimension associated with the SAI Krylov
subspace makes storing relevant matrices for re-scaling a con-
venient task. On the other hand, it would be rather difficult for
the ordinary Krylov subspace which requires a large subspace
dimension (on the order of hundreds). The accuracy of the
Krylov subspace approximation of EI is guaranteed by increas-
ing the subspace dimension if the estimated residual based on
(26) exceeds the given tolerance tolKry. In addition, the re-
scaling can be directly applied when the step size is enlarged,
as the SAI Krylov method has smaller approximation error for
larger step size [20]. When the step size is reduced, an error
check is necessary to decide whether a new Arnoldi process
is demanded. The adaptive stepping scheme is summarized in
Algorithm 1. A flow chart of the whole EI-based transient ET
simulator is shown in Fig. 3.

Input electronic signal

Initial and boundary 

conditions

Electrical 

simulation

Thermal simulation

Post-processing

Transient simulation 

finished?

Next step 

of E part

Next step 

of T part

NO

YES

Fig. 3. Flow chart of the EI-based ET transient simulation with adaptive
stepping.

D. Performance Analysis
In this subsection, we first briefly analyze the complexity of

loosely-coupled transient ET analysis without specifying the
numerical solvers in each part. Consider a structure with NV
potential unknowns and NT temperature unknowns (usually
NT > NV ). Suppose nT thermal steps are used, each contain-
ing nE electrical steps, and an average of nloop ET iterations

Algorithm 1: Adaptive Step Size Control
Data: Tolerance tolKry and tolNL, candidate step size

h(c) and old solution xn
Result: Accepted h and xn+1

Compute candidate solution x(c)n+1 by (31) and store
matrices V (a)

m , H̃
(a)
m , Vm, H̃m for possible re-scaling

pass = false
while pass do

Estimate errNL by (20) and hmax by (35)
// Determine new h(c)

if hmax ≤ 0.9h(c) then
// Error is large, reduce h(c)

h(c) = hmax
else if hmax ≥ 2h(c) then

// Error margin is large, increase h(c)

h(c) = max
(
hmax, 4h

(c)
)

else
h(c) = hmax
pass = true

// Re-compute candidate solution
if pass == false then

Estimate errKry for new h(c) by (26)
if errKry ≤ tolKry then

Compute x(c)n+1 by re-scaling (32) and (34)
else

Compute x(c)n+1 by (31) using new Arnoldi
processes

h = h(c)

xn+1 = x
(c)
n+1

per thermal step is needed to achieve convergence. Assume
further each electrical step needs an average of nfacE0 matrix
factorizations and ntriE0 triangular solves (a pair of back and
forward substitutions counted as 1 triangular solve), the main
cost required by the electrical solver in the whole ET simula-
tion comprises of nfacE = nT × nE × nloop × nfacE0 matrix
factorizations and ntriE = nT ×nE×nloop×ntriE0 triangular
solves with matrix size NV ×NV . On the thermal side, if each
thermal step needs on average nfacT0 (Newton) iterations, in
total nfacT = nT×nloop×nfacT0 matrix factorizations and the
same amount of triangular solves ntriT = nfacT with matrix
size NT ×NT will be needed.

When used as the transient solver (in the electrical sector),
EI differs from LMM in the following aspects:

1) Fewer time steps are needed for the same accuracy
requirement, n(EI)E < n

(LMM)
E for the same thermal

step, owing to the elimination of LTE arising from
the approximation of time derivative for the linear
components;

2) Fewer iterations and matrix factorizations are needed
per time step. EI does not perform Newton iteration
and hence needs only one matrix factorization in one
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step, whereas LMMs generally require factorizations of
multiple Jacobians. This could be a shortcoming for
EI when the step size is constrained by the nonlin-
earity, which favors the Newton’s method for better
convergence. However, when back-end metallizations
are included, the step size is mostly limited by the small
linear parasitics, other than the nonlinearity induced by
power devices;

3) The saving in the number of matrix factorizations from
EI is more significant in adaptive time stepping. LMM-
type methods need multiple factorizations of Jacobian
matrices in one step, and if the step is rejected, a new set
of factorizations have to be performed as the Jacobians
are dependent on step size. In contrast, the adaptive EI
requires only one matrix factorization regardless of the
times of step size adjustments, owing to the augmented
LU update scheme (28) and the scaling invariance of
Krylov subspace approximation.

V. NUMERICAL RESULTS

The proposed transient ET simulator is implemented in
Matlab and tested with a practical lateral DMOS (LDMOS)
device. The 3D view and specifications of the test structure
are shown in Fig. 4. The spatial discretization results in a
computational grid with NV = 202, 122 potential unknowns
and NT = 291, 954 temperature unknowns. Since the EI
method uses a second-order formulation, we apply the second-
order backward differentiation formula (BDF2) as the LMM
solver to ensure a fair comparison. The major electrical and
thermal material parameters are tabulated in Table I, c.f. [13].

Fig. 4. 3D view of the power LDMOS structure (the die part is truncated for
better visualization). The back-end structure consists of 5 metal layers. The
die has an area of 750× 450µm2 and a thickness of 400µm. The LDMOS
has 94 transistor fingers with an 18.45mm total gate length.

TABLE I. ELECTRICAL AND THERMAL MATERIAL PARAMETERS

Materials σ(S/m) ασ κ(W/mK) ακ CT (J/m
3K)

Metal 1 3 5 3.3e7 -0.66 241 0.33 2.4e6
Via 2 4 2e7 -0.66 241 0.33 2.4e6

Polysilicon 2e5 -0.66 147 -1.28 1.63e6
Die − − 147 -1.28 1.63e6

Oxide 0 − 1 0.02 1.43e6

A. Validation against Commercial Software
First, we validate our solver against a commercial transient

ET simulator PTM-ET from MAGWEL [1], under the zero ca-
pacitance condition (C in (12) is set to be zero). An 100KHz
trapezoidal pulse with 50% duty cycle and 5V amplitude
is used as gate driving signal for the two solvers and the
simulation is performed with a thermal step size of 1µs. The
temperature curves at the drain terminal of the first transistor
are shown in Fig. 5. A nice agreement of our solver with
PTM-ET is demonstrated. The transient temperature variation
is visualized in Fig. 6 for the top layer of the LDMOS at 4
time points. The temperature increases during the on-state of
the power devices and drops later when the devices are turned
off. The hot spots are located around the drain and source
contacts where currents enter and leave the structure.
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Fig. 5. Comparisons for our solver and PTMET.

B. Inclusion of Nonlinear Device Capacitance
We demonstrate in this subsection the importance of an

explicit account of capacitive effects described in Section III
for high-frequency ET co-analysis. First, the polysilicon gate
of each of the 94 transistor fingers is divided into 14 sections
and to each section two capacitors, Cgs and Cgd, are attached.
The capacitances are evaluated by the nonlinear model (10)
and their values for different Vgs, Vds and temperatures are
plotted in Fig. 7. It is clear that the device capacitance varies
with the terminal biases, but the nonlinearity is generally not
strong for typical biases of interest, which justifies the first
order approximation in (19).

Next, a 1MHz trapezoidal pulse train with 50% duty cycle
and 5V amplitude is applied to the top gate contact and
two transient simulations are performed with and without
capacitance for 10 signal periods. A fixed thermal step size
hT = 1ms is used making nT = 10. We plot the gate voltages
measured at the 1st (S1) and the 14th (S14) sections of finger
25 for two signal periods in Fig. 8. S1 locates at the far end
from the top gate contact (and is close to the global source
contact) in Fig. 4, while S14 locates at the end near the global
gate contact. When the capacitive effects are not included (no
RC delay), the gate voltages at S1 and S14 are identical, all
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Fig. 6. Temperature profile of top layer of LDMOS at different time points.

Fig. 7. Nonlinear dependence of gate capacitance on voltage and temperature.

equal to the instantaneous applied gate voltage, despite the
different distances that the gate signal has to travel. When the
capacitance is taken into account, however, S1 sees large RC
delay as it is far away from the gate contact. On the other hand,
the RC delay is small at S14 which is near to the gate contact
and is less affected by the capacitance of the gate net (the curve
is nearly overlapping with those two without capacitance).

The different gate voltage drop due to the capacitive model-
ing modifies the on-state behaviour of the devices and thus the
temperature distribution. Fig. 9 shows the drain temperature
profiles at the same two sections (S1 and S14) of finger 25
as in Fig. 8. The temperature at S1 predicted by including

capacitance increases much slower than that predicted without
capacitance, which is attributed to the substantial RC delay that
reduces the device ON time and the heat thereby generated.
The difference is much smaller for S14 because of the small
RC delay. To better visualize the location dependency, we
repeat the error measurement in Fig. 10 for all the 94 fingers
at only one time point (the end of the 10 signal periods).
It is observed that 48 out of 94 fingers have the worst-case
mismatch exceeding 10K, a number that will continue to grow
if a longer interval is simulated. Therefore, a faithful account
of capacitance is necessary to guarantee the accurate prediction
of voltage drop over the gate net as well as the temperature
distribution.

Note that the temperature increases monotonically in Fig. 9
without showing the ups and downs like in Fig. 5. It is because
hT is the same as the gate driving signal period and only the
T ’s at the two end points of one thermal step are sampled.
Large thermal steps allow users to focus on the coarse-grain
temperature variation, while fine-scale temperature variations
within one signal period, if they are of interest, can be observed
using smaller thermal steps.

Fig. 8. Gate voltages at S1 and S14 of finger 25 without and with capacitance
(2 periods).

C. Performance of EI as Electrical Solver
In the following we will show the advantages of using the

EI method developed in Section IV as the electrical solver. The
transient simulation settings are the same as above except that
the thermal step size is fixed to be hT = 500ns to allow fair
comparisons of different electrical solvers. We first compare
the accuracy of EI against BDF2 with fixed electrical time
steps. Since temperature is the primary variable of concern,
we use the maximum error in the drain temperature for all the
fingers as the accuracy metric. We fix the thermal step size
to The benchmark result is obtained by BDF2 with a small
electrical step size of 5ns. The shift parameter γ in the SAI
Krylov subspace of EI is fixed to be 10−8.

Fig. 11 plots the errors of BDF2 and EI using three different
electrical step sizes. As the step size increases, the error of
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Fig. 9. Drain temperatures at S1 and S14 of finger 25 without and with
capacitance (10 periods).

Fig. 10. Maximum temperature difference with and without capacitive effects
(end of 20 periods, drain terminals of all the 94 fingers ).

BDF2 grows rapidly due to the less accurate voltage waveform
prediction resulted from the linear LTE. On the other hand,
EI maintains a comparable accuracy for 5X larger step size,
thanks to the elimination of linear LTE in the first place. This
way the gap between the electrical and the thermal step size
(500ns) is substantially reduced.

Table II summarizes the performance data for the three
fixed step sizes in Fig. 11. All the variables are of the
same definitions as in Section IV-D. The ET convergence
tolerance is measured by ‖Tnew − Told‖/‖Told‖ < 10−4. The
convergence criteria for the Newton iteration in BDF2 and the
SAI Krylov approximation (tolKry) in EI are both set to be
10−5. The thermal solver is the same (BDF2) for the two cases
and thus the performance is similar. Several observations can
be made to Table II. First, the electrical solver takes up a
majority of the total runtime due to the large number of time
steps, rendering improvement on its performance particularly

Fig. 11. Error in drain temperature of BDF2 and EI for fixed step sizes.

important for overall efficiency. Second, BDF2 consumes more
matrix factorizations due to the Newton iterations in each step.
The number of matrix factorizations can be reduced by using
fewer steps with larger sizes, but the error grows quickly as
demonstrated in Fig. 11. On the other hand, EI based on
the SAI Krylov subspace uses only one matrix factorization
regardless of the step sizes and the error increases only slowly.
Third, for the triangular solves, BDF2 needs exactly one solve
following each matrix factorization, whereas EI requires much
more when building the SAI Krylov subspace basis in (24),
equivalent to solving a linear system with multiple right-hand-
side vectors. It is well known that triangular solve is much
cheaper and more scalable than matrix factorization, and for
the tested matrix size one matrix factorization takes 3.42s
while a triangular solve needs only 0.1s. In terms of the
runtime, if we compare BDF2 with 10ns and EI with 50ns
that provide comparable accuracy in temperature prediction,
EI is faster than BDF2 by more than an order of magnitude.

We also investigate the impact of different thermal step sizes
hT on the ET convergence property in Table IV. The same ET
convergence criterion as above and the fixed-step EI with hE =
25ns are used. The number of ET loops are recorded for the
first thermal step. Generally, large thermal steps require more
ET iterations to achieve convergence when the temperature
variation is more significant within the step inducing stronger
ET iterations.

TABLE IV. ET CONVERGENCE FOR DIFFERENT THERMAL STEP SIZES

hT (ns) nloop

500 3
1000 4
2500 5
5000 7

We then compare BDF2 and EI using adaptive step sizes. In
BDF2 the hmax is determined by (35) using the LTE estimate
− 2

9‖
...
x‖ and in EI it is based on the nonlinear LTE (20).
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TABLE II. PERFORMANCE OF FIXED-STEP BDF2 AND EI (20 THERMAL STEPS)

Method hE/hT (ns) nE/nT nloop
Electrical Thermal Error (K)

nfacE ntriE Runtime (s) nfacT ntriT Runtime (s)

BDF2
10/500 50/20 2.9 6,105 6,105 25,042 91 91 751 0.48
25/500 20/20 2.9 2,581 2,581 10,632 91 91 751 2.95
50/500 10/20 3.5 1,465 1,465 6,157 93 93 764 10.81

EI
10/500 50/20 2.9 57 73,109 7,545 91 91 751 0.04
25/500 20/20 2.9 57 36,968 4,131 91 91 751 0.45
50/500 10/20 2.9 58 19,870 2,225 91 91 751 0.97

TABLE III. PERFORMANCE OF ADAPTIVE BDF2 AND EI (20 THERMAL STEPS)

Method Tol nE
nfacE ntriE Runtime (s) Error (K)total wasted total wasted

BDF2
1e-4 41 5523 1298 5,523 1,298 23,530 0.46
1e-3 17 3,178 754 3,178 754 13,386 2.68
1e-2 9 2,206 354 2,206 354 9,395 3.89

EI
1e-4 30 51 0 61,995 7,400 6,542 0.04
1e-3 14 51 0 29,607 3,701 3,270 0.51
1e-2 8 51 0 17,050 1,793 2,061 0.95

Three different tolerances are applied (for both relative and
absolute tolerances), and the remaining settings are the same
as Table II. The performance data is collected in Table III
for the adaptive electrical solvers only, as the thermal solver
behaves as the same as Table II. The wasted nfacE and ntriE
are due to the rejection of unqualified time steps. The error is
again measured as the maximum drain temperature difference
for all the transistor fingers relative to the fixed-step simulation
with hE = 5ns.

In general, adaptive time stepping allows both BDF2 and EI
to use fewer steps to achieve comparable accuracy than their
non-adaptive versions. However, BDF2 does not benefit much
in terms of runtime, in the last two cases consumes even more
time, as nearly 1/6 ∼ 1/4 of matrix factorizations are wasted
due to rejecting unqualified solutions. In contrast, adaptive EI
wastes around 1/9 triangular solves, a much smaller penalty
especially when triangular solves are far less expensive than
LU factorizations. In addition, adaptive EI requires constantly
fewer time steps than adaptive BDF2, owning to the convenient
re-scaling schemes that enables step size increase at the current
step. The real error of EI is also lower than that of BDF2 even
the same tolerance is used.

Finally, we would like to show that the modified adaptive
EI scheme (34) is more efficient than the original one (33).
In Table V, the error of the modified scheme is measured
as the maximum element-wise difference between the solu-
tions obtained from the two scheme. ‖v‖avg and mavg are
respectively the average norm of the starting vectors and the
average Krylov subspace dimensions needed to achieve the
same accuracy of tolKry = 10−5. It is shown that the
norm of the starting vectors in the modified scheme is much
smaller than the original scheme, which subsequently leads to
faster convergence in the Arnoldi process and smaller subspace
dimension.

TABLE V. ORIGINAL AND MODIFIED ADAPTIVE EI

adaptive schemes max err ‖v‖avg mavg

original (33) − 1.1× 104 25.2
modified (34) 1.57× 10−6 1 16.5

VI. CONCLUSION

In this paper we have developed a new field-solver-based ET
co-simulation framework with potential to enable chip-level
transient analysis of high-frequency power ICs. The framework
features an explicit account of capacitive effects to provide
accurate prediction of voltage drop and temperature distribu-
tion over on-chip metallization to meet the requirements of
advanced BCD technology. The numerical difficulty arising
from such capacitive modeling is addressed by a carefully
devised EI method applied as the electrical solver. Specialized
nonlinear EI formulation and adaptive stepping schemes are
developed to enhance the computational efficiency. Numerical
experiments have demonstrated the benefits of including ca-
pacitance in high-frequency applications and the performance
gain resulting from the proposed EI solver.
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